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In Euclidean geometry, perimeter is a defined 
and readily measured property of shapes. 
In the real world, and especially in digitised 

images of real world objects, it is less well defined 
and much less readily measured, in spite of the 
fact that practically all image analysis programmes 
report numeric values, and use them in shape 
characterisation. Few real world objects have ideal 
Euclidean boundaries; most reveal more and more 
irregularities as magnification increases. Whether 
this increase corresponds to exactly fractal scaling 
or not, it still implies that measured perimeter is 
an artefact of the resolution used to examine the 
object. When an image of the object is digitised, 
it becomes necessary to decide how to define the 
boundary and the pixels that determine it, and how 
to measure the boundary length. Several different 
definitions and algorithms, with very different 
levels of computational requirements, give rise to 
quite different measurement results. These are 
illustrated and compared, including ones not known 
to be previously published. Difficulties in extending 
the methods to 3D surface area measurements are 
shown.
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Introduction
Perimeter is introduced to students in school 

as a basic element of Euclidean geometry. The 

relationship for a circle is Perimeter = � • Diameter, 

thus also introducing one of the most ubiquitous 

numeric constants that they will encounter in 

mathematics and the sciences. But in real life, 

and especially when digital images are concerned, 

perimeter is not quite so simple.

First, consider the real world, as opposed to 

theoretical geometry. For most objects, increasing 

the magnification reveals new irregularities along 

the border, and as the magnification is further 

increased, more and more smaller and smaller 

imperfections, irregularities, projections and 

indentations appear (Figure 1). In many cases, as 

pointed out by Mandelbrot (1967, 1982), there is 

a relationship between the length of the boundary 

or perimeter that is determined and the length 

of the ruler (or, equivalently, the resolution of the 

magnified image) used for the measurement. A 

Richardson plot (Richardson, 1961) for many of 

these cases shows a straight line relationship on 

log-log axes between the total perimeter measured 

and the length of the ruler used (a tedious manual 

procedure using dividers to walk around a map or 

photograph), with the slope determining a fractal 

dimension. For a planar 2D shape, this dimension 

can vary between 1.0 (the Euclidean case in which 

there is no irregularity) and 1.999... (the limit at 

which the boundary wanders across the entire 

plane and it is not possible to decide whether a 

point lies inside or outside).

There are several methods that are useful for 

measuring the fractal dimension of a shape recorded 

in a digitised image. One that is very closely 

related to the Richardson model uses progressive 

Gaussian smoothing to reduce or remove small 

details (Neal & Russ, 2012), followed by perimeter 

measurement and forming a log-log plot. As shown 

in Figure 2a, the sequence of smoothed shapes (the 

digitised image of a microscopic dust particle) have 

reduced perimeters, producing a fractal dimension 

measurement of 1.27. Another approach well suited 

to digitised images measures a slightly different 

geometric characteristic (Flook, 1978; Clark, 1986; 

Russ, 1994). Using the Euclidean distance map, 

which assigns a value to each pixel (both inside and 

outside the boundary) that measures the distance 

to the nearest pixel on the opposite side of the 

boundary, it is easy to sum the area within a ribbon 

along the periphery as a function of its width. As 

shown in Figure 2b,  this produces a similar value of 

1.25 for the shape, and has the significant advantage 
that it does not require measuring the perimeter.

In three dimensions, there is a corresponding 

fractal dimension relationship for surfaces (and 

ways to measure the value). The surface area, which 

for a sphere is � x Diameter2,  is increased by any 

irregularities. The fractal dimension for a surface 

varies between 2.0 (the Euclidean case) and 2.999... 

(the limit at which it wanders throughout the 

enclosing three-dimensional volume).

Not all shapes that are rough or irregular are 

necessarily fractal, and many of the examples that 

do exhibit that geometry, do so over only a limited 

range of dimensions. For example, the earth is not a 

perfectly smooth sphere; measurements of specific 

locations, such as coastlines or mountains, often 

result in linear Richardson plots covering several 

orders of magnitude in scale. But the resulting fractal 

dimensions are not the same - the coast of Norway, 

with its deep fjords and rough headlands, has a 

dimension much greater than that of Florida with its 

gradual bays and smooth beaches. For the Hawaiian 

islands, the dimension increases with age, showing 

the progressive effects of erosion (Russ & Neal, 

2015). And there are many shapes that are irregular, 

revealing greater detail with increased magnification, 

that do not correspond to fractal geometry.

Strictly interpreted, if the measured perimeter 

increases with increased magnification, whether 

exactly fractal or not, the perimeter is undefined 

and potentially infinite, at least down to the atomic 

scale. Consequently, any reported perimeter must 

be understood as applying only at a specific scale 

of measurement. For example, using a common 
Figure 1. A series of images of the coastline of Britain at increasing magnification, revealing smaller details and greater length of coastline, with the 
Richardson plot.

Figure 2. Measurement of fractal dimension of a dust particle: (a) by sequential smoothing with Gaussian filters of increasing standard deviation; 
(b) using the Euclidean distance map to measure ribbon area as a function of width.
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flexible tape measure, marked in centimetres and 

millimetres and able to be fit around a shape with 

some minimum radius of curvature, it is possible 

to determine a value for perimeter at a scale that 

ignores smaller details. This value may not be useful 

or meaningful at larger or smaller scales. In the 

following discussion of perimeter measurement for 

2D shapes, similar problems exist for determining 

surface area in three dimensions, with a few 

additional complications that are introduced below.

Digital Images
Particularly in microscope applications, images 

are typically recorded using a digital camera and 

the resulting images measured, for example to 

characterise particle size, shape and distribution. 

Digital cameras are also used now in most forensic 

crime-scene recording, and measurements on 

those images may also be performed. And there 

are smart-phone “apps” that provide a variety 

of measurements such as determining the 

dimensions of a window or table-top, compensating 

automatically for the foreshortening caused by 

the angle of view. In any application using digitised 

images, additional considerations about defining and 

determining perimeter come into play.

A very basic limitation comes down to deciding 

what each pixel in the image represents. Is it a 

little square, or a point? Image processing and 

measurement programmes are not consistent 

in how they treat pixels, even within the same 

programme. For example, the area of the 10 x 10 

pixel square in Figure 3a is usually reported as 100 

units based on counting the pixels, which is a very 

simple procedure. The actual object area is then 

based on whatever the calibrated pixel spacing may 

be - for a light microscope this is usually determined 

using a stage micrometre, and is then a constant for 

that set of optics, while for an electron microscope 

the constancy of magnification may vary somewhat, 

and for crime scene photographs a ruler needs 

to be included in every image. In some cases, the 

calibration in smartphone images and surveillance 

photographs may be based on the known camera 

focal length and sensor size.

But the measurement of perimeter is likely to 

be determined treating the pixels as points. The 

perimeter of the square in Figure 3a is then the 

length of the line through the pixel centres, or 36 

units (4 x 9), not 40 which would be determined 

by summing the lengths of the outer edges of the 

pixels. The area enclosed in this perimeter is 9 x 

9 = 81 units, or 19% less than the “pixel count” 

result. With more irregular shapes things become 

much more complicated, and quickly. Even for a 

simple circle (Figure 3b), the fact that pixels along 

the borders are shaded to “anti-alias” the lines and 

make the appearance more pleasing makes it hard to 

define which pixels are included and which are not. 

Summing the lengths of the outsides of the pixels 

greatly overestimates the perimeter. For a convex 

shape, the perimeter produced by that approach 

is the same as the perimeter of the bounding box, 

which for the circle shown is the same (40 units) 

as that of the square in Figure 3a. An approach that 

tries to conform to the shape is required, but there 

is no obvious best choice.

It is useful to set out the equations that calculate 

the perimeter and area of a polygon based on 

the coordinates of the vertices, as these are used 

extensively in the following examples. For a series 

of x
i
, y

i
 coordinates the calculations (Equations 1 and 

2) follow the vertices back to the starting point.

If only the pixels that are completely dark in Figure 

3b are used, the area (by pixel count) is 60 units and 

the perimeter (the red line) is 25.66 units, enclosing 

an area of 47 units. If all pixels that are at least 50% 

dark are included the pixel count increases to 64 

and the perimeter (the green line) is 28.97, enclosing 

an area of 53. If all pixels that are not white are 

included, the pixel count is 88 and the perimeter 

(the blue line) is 31.31, enclosing an area of 73. The 

area inside a Euclidean circle of diameter 9 (treating 

the pixels as points) is 63.62 and the perimeter is 

28.27. For a diameter of 10, the area is 78.53 and 

the perimeter 31.42. Obviously, as summarised in 

Table 1, there is no agreement amongst these values 

and no rationale for choosing one as “best.” 

The anti-aliasing of pixels along the borders is one 

part of the problem, but can be part of a solution. 

The pixel densities are determined (in the ideal 

case) by the fraction of the area of the pixel that lies 

within the true shape. That means a better estimate 

of the area can be obtained by taking the density 

of each pixel into account (very few programmes 

actually do this, however). Applying that logic to 

counting the pixels in the circle in Figure 3b, the area 

is 77.47, which is close to the 78.53 value for the 

magenta circle. 

It is possible to argue, of course, that these differences 

are much reduced (at least proportionately) for 

a large circle. But in practice, the shapes that are 

of interest for measurement, while they may be 

hundreds of pixels in overall width, still are likely 

to have local irregularities and curvatures much like 

this small circle, and the variations in measurement 

that arise from how the pixels are treated are likely 

to be at least as great as those shown.

Another possible argument is that most image 

measurement programmes do not have to deal with 

anti-aliasing because the image will have already 

been thresholded and pixels are either black or 

white, inside or outside the shape. But that simply 

hides the decision of where to draw the boundary 

and shifts it to the algorithm (or human judgement) 

used to threshold the image. Furthermore, any 

processing applied to the image, either before or 

after thresholding, affects the perimeter more than 

the area, since it is the edge pixel values that are 

principally altered. This is a critical point, often 

overlooked as smoothing of the original image 

Figure 3. Perimeters of “simple” shapes: (a) a 10 x 10 pixel square with the perimeter line connecting pixel centres; (b) an anti-aliased circle with 
various choices for area and perimeter as discussed in the text.

Table 1. Summary of area and perimeter measurements for Figure 3b.

fully dark 

(red line)

>50% dark

(green line)

all pixels

(blue line)

yellow circle magenta circle

pixel count 60 64 88

perimeter 25.66 28.97 31.31 28.27 31.42

enclosed area 47.0 53.0 73.0 63.62 78.53

(1)

(2)
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or erosion/dilation of the thresholded black-and-

white image is used to “improve” the appearance 

and measurement results. In some cases, the 

pixel greyscale information could be utilised to 

improve perimeter measurements. Furthermore, 

thresholding does nothing to resolve the basic 

question of whether pixels are points or little 

squares.

Early models of digital cameras were monochrome 

and had relatively large diode sensors, compared to 

the spaces between them. Each one averaged the 

incident light over its area of the image plane, and 

so the pixel values could reasonably be argued to 

represent small tiles in the image. Most modern 

cameras do not work that way. Incident light is 

collected by a microlens array, filtered to separate 

ranges of wavelengths, and then strikes an array 

of tiny photodiodes. The outputs from four (or 

more) of these diodes are combined to produce 

the stored RGB colour values for each pixel. This 

is an oversimplified description, because most 

cameras interpolate the colour data from several 

neighbouring diodes (called de-mosaicing) and 

store more pixel values than the actual camera 

resolution provides. Different colour filter patterns 

are used that produce effects that may vary with 

direction, especially at angles to the x-y cartesian 

grid. Furthermore, depending on the rate at which 

the data are read from the chip, electronic filtering 

may produce different resolution in the x- and y- 

directions (particularly an issue with video-rate 

imaging). 

The relationship between the actual image 

resolution, the number of pixels, and their values 

along borders in the stored image is complex, 

especially if compression has been used, and is not 

considered here. Other issues apply to imaging 

devices such as the SEM (based on the size region 

emitting backscattered or secondary electrons) and 

the AFM (based on the size of the tip). But in all 

cases, the sampling of the original image is neither 

an area average nor a single point. For the purposes 

of this paper, the decision of how to treat pixels 

for image measurement depends on finding a 

consistent and useful model based on the stored 

pixel array, and does not take into consideration 

possible bias or sampling error in the acquisition 

process. The balance of this paper considers the 

pixel array as a monochrome representation with 

the best approximation available of the physical 

object.

Chain Code
One interesting way to approach the goal of 

meaningful results is to expect the measurement of 

the perimeter around a hole to be the same as the 

measurement of that same hole if the contrast is 

reversed and the hole treated as an object. Figure 4a 

shows the problem that arises if the “point” model 

of pixels is adopted. The length of the magenta line 

connecting the centres of pixels that border the 

hole is 42.28 units enclosing an area of 110 units, 

while the green line connecting the centres of the 

outlined pixels that form the border of the hole 

has a shorter length of 36.63 enclosing an area of 

78. Measuring the area by counting pixels gives a 

result for the hole of 94, which is the average of the 

areas within the two outlines, but the average of 

the two line lengths, or the length of a line midway 

between them, may not produce a meaningful or 

robust measurement of perimeter. The results vary 

substantially with orientation, for example in the 

case of a long fibre or rod.

The lines connecting each pixel along the periphery 

of a shape to its neighbours, as shown in Figure 4a, 

constitute what is generally known as 8-neighbour 

chain code (Freeman, 1961, 1974; Cederberg, 1979). 

That means that each pixel is connected to two 

of its eight edge- or corner-touching neighbours 

to form a minimal length continuous line. Another 

possibility is 4-neighbour chain code in which only 

the four edge-touching neighbours are connected, 

but this increases the “zig-zag” behaviour and 

results in a larger error in estimating perimeters, as 

shown in Figure 4b. The problem with classic chain 

code is that it considers only the link between 

each pixel and its adjacent neighbour, which gives a 

link length of 1.0 for an edge-sharing (orthogonal) 

neighbour and a link length of 1.4142 for a corner-

sharing (diagonal) neighbour. In the early days of 

digital images, when some digitised images had pixel 

spacings that were different in the horizontal and 

vertical directions, assigning distance values to chain 

code was more complicated. 

Chain code, because of its zig-zag nature, 

overestimates line length. Measuring the length of a 

Figure 5. Measuring the lengths of lines between locations 500 pixels apart as a function of angle. Enlarged sections of the black-and-white (a) 
and anti-aliased (b) lines are shown. The red line plots the length result with chain code, and the green line (with an expanded vertical scale) shows 
the much better result using the sum of anti-aliased values.

Figure 6. Neighbour configurations for 3 and 4 pixels in chain code (plus rotations and reflections).

Figure 4. (a) Measuring a hole: the magenta line connects centres of pixels that border the hole, while the green line connects the centres of the 
outermost pixels within the hole (outlined); (b) 4-connected (red) and 8-connected (green) chain code for a shape: the 4-connected line is 104 units 
long and the 8-connected line has a length of 75.25.
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straight line as a function of angle gives some insight 

into the magnitude of the error introduced. A series 

of single-pixel wide lines drawn between points 500 

pixels apart were measured with the results shown 

in Figure 5. For 0 and 45 degree orientations, there 

is zero error, and the greatest error of more than 

8% occurs at intermediate angles from 20 to 25 

degrees. 

On the other hand, as shown in the inset graph, if 

anti-aliased lines are drawn at the same angles and 

the density values of the pixels summed, the answers 

are much better. The small variations (lengths from 

497 to 501 units) represent limitations in the 

algorithm used to calculate the anti-aliasing pixel 

density values (which are rounded to integers to 

be assigned to the pixels), and do not reflect on the 

inherent accuracy of this approach. Comparing the 

same approaches to determine the circumference 

of a large (1000 pixel diameter) circle produces a 

result of 3307.6 by summing chain code, and 3137.0 

by summing anti-aliased pixel densities, compared 

to the ideal 3141.6 circle perimeter (an error of 

5.3% for the chain code and only 0.15% for the anti-

aliased value).

Instead of using the chain code link lengths of 1.0 

and 1.414, several authors (Groen & Verbeek, 1978; 

Proffitt & Rosen, 1979; Koplowitz & Bruckstein, 

1989; Beckers & Smeulders, 1989) recommend 

calculating the length with coefficients such as 

0.948 for the edge-sharing orthogonal neighbours 

and 1.341 for the corner sharing diagonal ones. This 

reduces all measurements and shifts the entire plot 

in Figure 5 downwards so that the average error is 

zero, but does not alter the amount of variation 

with orientation (from 474 to 514).

Since line length measurements based on chain 

code vary with angle, the perimeter of a shape will 

depend on its orientation on the pixel grid. As an 

example, rotating a square 100 units on a side in 5 

degree steps results in area measurements that vary 

from 99998 to 10007 pixels (0.08%), but perimeters 

that vary from 396 to 428.1 (8%) Combining the 

area and perimeter in a commonly used shape 

descriptor (4� x Area / Perimeter2) generates 

results that vary 15% from 0.686 to 0.801 (the 

correct value for a square is 0.785). This variation 

would seriously affect attempts to characterise 

shapes, and more irregular shapes may show even 

greater effects.

One method for improving the measurement of 

lengths from chain code is to create templates 

covering more than just immediate neighbours, with 

distance values based on a smooth curve. Figure 6 

shows a simple example using just the 3- and 4- 

pixel neighbour configurations. These may be used 

to sample the chain code, one pixel at a time, to add 

a precalculated fractional value to the total length. 

With longer sets of chain code patterns, which 

rapidly expand the size of the table, it is possible to 

locate corners in a shape and use those to construct 

a polygonal or smoothed outline while intentionally 

bypassing small irregularities. Of course, much like 

various smoothing and morphological processing 

operations applied to an image, this requires a 

decision about the size of irregularities that are 

considered unimportant.

Figure 7. (a) A 36-sided polygon marking the bounds of a convex shape (vertices are labelled in blue); (b) example of an active contour (snake) 
around an irregular shape.

Figure 8. A shape rotated in 15 degree steps: (a) pixels along the periphery colour-coded to show the chain code; (b) red lines show the smoothed, 
interpolated outline for the shapes; (c) red lines show the super-resolution perimeters for the shapes.

Figure 9. Enlarged portion of the boundary for the 30 degree rotated shape in Figure 8b, comparing the blue chain code connecting pixel centres 
with the red lines connecting the interpolated coordinates.



14 ISSUE 52 DECEMBER 2018 15

Another approach, applicable only to strictly 

convex shapes, constructs a convex polygon by 

locating vertices. These are pixels with maximum 

and minimum coordinates on a series of rotated 

axes. If enough rotation angles are used, a good 

approximation to the actual shape can be obtained, 

and the distances between vertices straightforwardly 

summed with Equation 1 to determine the convex 

perimeter. In Figure 7a, rotating the axes in 10 degree 

steps locates 36 extrema as vertices, which cluster 

more closely in regions of high curvature. For the 

1000 pixel diameter circle whose measurements are 

given above, the convex perimeter by this method is 

3139.7, just 0.06% shorter than the ideal value.

A technique sometimes used for thresholding objects 

uses active contours (also called “snakes” in 2D or 

“balloons” in 3D) which constrict a lasso around the 

object that tightens (or, alternatively, expands the 

contour from the inside) according to constraints 

such as encountering an abrupt change in brightness, 

while bridging small irregularities by minimising 

the energy in the contour based on its length and 

local curvature (Kass et al., 1988; Mumford & Shah, 

1989; Blake & Isard, 2012, Delgado-Gonzalo et al., 

2012)). As shown in Figure 7b, this results in a line 

that surrounds the shape rather than defining the 

boundary, and usually overestimates the perimeter. 

Depending on the values used for the constraints, and 

whether the centres or outer edges of the pixels are 

used, bridging over narrow, deep irregularities may 

underestimate some cases. The total contour length 

is not easily determined, and while this method may 

be useful for selecting pixels for some thresholding 

purposes, it does not provide a reliable approach to 

perimeter measurement.

Modifying Coordinates
The coordinates in the chain code are integers, 

corresponding to the centres of the pixels along the 

periphery. It is possible to improve the perimeter 

measurement by modifying those coordinates to 

real-number values that produce a smoother outline. 

One way to do this is to apply a smoothing filter 

to the x- and y-coordinate values. For the shapes in 

Figure 8a, this was done by using a Gaussian filter with 

five values (0.0544; 0.2444; 0.4024; 0.2444; 0.0544), 

a standard deviation of 1.0, to each original pixel 

coordinate, combining the separate x and y values 

with those of the two adjacent neighbours on either 

side. The result is a set of interpolated points that 

can be linked by straight line segments to produce an 

improved boundary line (Figure 8b). Figure 9 shows an 

enlarged detail illustrating the method.

The sum of distances between the modified 

coordinates was computed using using Equation 

1, and the enclosed area calculated with Equation 

2, as listed in Table 2. The variation with angle is 

markedly reduced. although the rounding of corners, 

as shown in the figure, has slightly lowered the 

overall measured perimeter value. If consistency in 

measured perimeter is more important than the 

exact value represented by the original chain code, 

this is a useful approach. The enclosed area value 

is not significantly altered by either the rotation or 

the smoothing, but of course being based on pixel 

centres is smaller than the pixel count.

There are other procedures that can be used to 

smooth the boundary, for example by calculating 

the Fourier expansion of the shape and keeping 

only the lower frequency terms. This also results in 

rounding of corners and modifying the pixellation 

steps along edges, but this method does not provide 

a straightforward way to determine the perimeter 

length.

Super-Resolution
Another approach to replacing integer values 

with real numbers for pixel coordinates is usually 

described as “super-resolution.” It artificially 

Figure 10. Super-resolution interpolation: (a) replacing each original pixel (marked by the coloured lines) with a 10x10 array of smaller subpixels; 
(b) blurring the subpixel values followed by thresholding and determining a smoothed boundary (green line) based on the maximum local 
brightness gradient.

Figure 11. Connecting voxels: (a) 26-connected line based on corners, edges, and faces; (b) 6-connected line based on faces only; (c, d) two different 
ways to place triangular facets joining the centres of 4 voxels.

Table 2. Measured perimeters and areas for the shapes in Figure 8.

perimeter

integer

coordinates

perimeter

interpolated

coordinates

super-

resolution

perimeter

area

integer

coordinates

area

interpolated

coordinates

area

pixel count

0° 114.00 109.30 114.94 486.0 484.40 544

15° 120.67 108.53 115.71 489.5 487.37 544

30° 119.13 107.72 115.46 487.5 486.28 548

45° 113.72 107.76 114.79 487.5 483.90 528 Figure 12. The 15 basic configurations of surface facets based on whether the 8 voxels in each 2 x 2 x 2 block are inside or outside the object 
(Lorensen & Cline, 1987).
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increases the number of pixels in the image, so that 

interpolation can be used to refine the boundary 

of an object. Since the image contains no additional 

information about the actual shape, the newly 

created coordinates are based on assumptions that 

apply a smoothing of the original data. A typical 

approach replaces each pixel with an array of 

subpixels, as indicated in Figure 10a.

Applying a Gaussian blur to the super-resolution 

pixels, followed by thresholding, generates a 

smoothed boundary line as indicated in Figure 10b. 

The blur is applied to the image of each object 

separately, so that there is no influence from 

others nearby. The radius of the blur must be small 

enough (sigma equal to the original pixel spacing in 

the example) that no part of the edge is affected 

by the blurring of another portion, for example 

by the opposite edge of a narrow protrusion or 

indentation. The line may be determined by finding 

the maximum gradient in brightness using the 

Laplacian of a Gaussian (LoG) filter. This is the same 

approach as used in the Canny edge locator (Canny, 

1986), which most accurately defines the location of 

feature boundaries. 

The length of this line is then calculated by summing 

the lengths of straight line segments drawn between 

points along each of the subpixel edges, which are 

linearly interpolated based on the neighbouring 

greyscale values (Neal et al., 1998). These locations 

have fractional rather than integer positions, and 

correspond to the location where the boundary 

line crosses each of the subpixel boundaries. As 

shown in Figure 8c and Table 2, the perimeters 

calculated for the shapes by this method vary less 

than 1% with orientation. In principle, this method 

could be combined with the coordinate-averaging 

technique above.

Interpolating a higher-resolution perimeter is 

similar in concept to the approach of estimating 

perimeter of a continuous tone (greyscale) object 

by calculating the partial membership of each pixel 

in the “fuzzy set” object from the value of the 

pixel and the local gradient (Rosenfeld & Haber, 

1985; Rosenfeld, 1998; Bogomolny, 1987; Sladoje 

et al., 2003). This converges to the same result for 

convex objects in which the gradient is everywhere 

directed outwards from the object.

Complications in 3D
Most of the discussion of 2D shapes applies also 

in three dimensions. But beyond the obviously 

greater demands this places on computation, 

important additional complications arise with voxel 

arrays. (And this assumes that the voxels are cubic 

- things become enormously more complicated if 

the z-direction in the reconstruction from MRI or 

serial section imaging has a scale and resolution 

different from that in x-y.) Defining and measuring 

surface area presents all of the problems present 

for 2D perimeters: whether it should be based on 

voxel centres, and the connection of each voxel 

to one of its 26 face-, edge- or corner-touching 

neighbours. If the connections are simplified by 

using only the 6 face- and 12 edge-touching pixels it 

results in an increase in measured surface area, just 

as 4-connected chain code increases perimeters in 

2D (Figure 11). 

Similar to the outlining of a 2D shape by a chain code 

of links, voxels are connected by triangular facets.  

One problem this presents is being able to follow 

and completely cover a complex surface. In 2D the 

chain code will always eventually close on itself, but 

there is no analogous solution in 3D for completely 

traversing a surface of arbitrary complexity. 

Furthermore, when considering 26 neighbours, there 

is no unique way to arrange the triangles. As shown 

in Figure 11, there are two ways that triangular facets 

can be placed to connect any four voxels. Except 

for the cases where the four voxel centres lie in 

the same plane, the areas of the triangular facets 

are not the same. Consequently, there is bias in 

Figure 13. Surface rendering using the marching cubes algorithm with facets generated with different voxel sizes: (a) 10mm; (b) 5mm; (c) 3mm; (d) 
2mm. (Sachse et al., 1996)

the measured surface area. One possibility, rarely 

used, is to generate both triangulations and use the 

average of the two results. Super-resolution and 

various smoothing operations by filtering or x, y, z 

interpolation may also be applied.

The most commonly used method for generating 

a surface in a voxel array and measuring its area is 

the marching cubes algorithm (Cline & Lorensen, 

1987; Lorensen & Cline, 1987). This very efficient 

procedure works by first applying a threshold to the 

voxel values to determine which ones are inside and 

outside the structure(s) of interest. The entire array 

is scanned to examine each non-overlapping 2 × 2 × 

2 set of voxels. The status of the 8 voxels in the cube 

(i.e., whether each is inside or outside the object) 

is used to construct an 8-bit index into a table that 

contains the possible configurations. Figure 12 shows 

Figure 14. Surface smoothing: (a, b) live yeast zygote imaged by confocal microscopy showing the voxel image and filtered spherical harmonics 
representation (Khairy, 2008); (c, d) spline fitting a smooth surface to the facets of a topologically complex shape (Hoppe et al., 1994).
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the basic cube configurations (each one covering the 

8 voxels in the 2 × 2 × 2 array), with marks indicating 

the corners that are inside objects, and the resulting 

facets. Inversions and rotations of these patterns 

cover the full set of 256 possible arrangements.

The table specifies the planar surface facets that 

are placed in the position of the cube and lists the 

area of those facets, which are summed to measure 

total surface area, as well as the orientation of the 

surface normals used for surface rendering. Then the 

process is repeated for the next cube position. Since 

the entire voxel array is scanned, and the various 

facets are rendered or summed without regard to 

their connectivity, there is no need to follow a path 

to cover a complex surface. The results are generally 

good enough for visualisation purposes, but not for 

surface area measurement. And there is no guarantee 

that the surface generated will be continuous or have 

the same topology as the original object, as shown in 

Figure 13. Additional steps and patterns are needed 

to resolve ambiguities (Chernyaev, 1995).

Improved visual appearance of surfaces and better 

preservation of topology can be achieved by fitting 

the positions of the boundary with various smooth 

curves such as polynomials or splines (Krishnamurthy 

& Levoy, 1996; Forsey & Wong, 1998), or filtering 

the reconstructed shape using wavelet or spherical 

harmonic representations (Zhou et al., 2004; Manson 

et al., 2008). Figure 14b shows an example of smoothing 

the surface of the voxel array by filtering, and Figure 

14d illustrates advanced spline fitting applied to an 

intricate shape with triangular surface facets. These 

methods require significant computation and do not 

readily yield a measurement of surface area.

Conclusion
Of all the various measurements of objects in digital 

images, perimeter is the most challenging. First, this 

is because in many cases it is a function of the image 

resolution, and is poorly defined as regards the actual 

physical object. Boundary irregularities often exist at 

all scales, so that increasing resolution reveals more 

of them and increases the perimeter, whether or not 

the relationship is actually fractal. Second, because 

even overlooking difficulties and bias in acquiring 

the digitised image, the pixel array limits the practical 

ways in which a measurement can be performed that 

can satisfy multiple criteria, including being insensitive 

to the orientation of the object on the pixel grid and 

giving the same perimeter for an interior void as for 

the image of the void itself. The methods that give 

the best results all require significant amounts of 

computation. Finally, the algorithms do not generalise 

well to the three-dimensional measurement of 

surface area in voxel arrays.
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